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Introduction
Perception is one of the wonders of being alive. We tend to take it for granted, but a little thought reveals 

just how remarkable it is. William James, in his Principles of psychology, written in 1890, described the perceptual 

world of the newborn baby as ‘one great blooming, buzzing confusion’ (1890: 488). The wonder is how we manage to 

organise that blooming, buzzing confusion into the meaningful sounds and shapes that we experience every day when 

we wake. These perceptual experiences are at the very core of human experience, but how exactly do we use them to 

make sense of the world? How do we encode and represent what we see, hear, smell, taste or touch?

In this chapter we will first explain how we deal with incoming sensory information and then consider how our 

brain decodes this information in order to perceive the world around us. We will go on to examine a phenomenon known 

as attentional processing. What we ‘pay attention’ to determines, to a large extent, what aspects of the environment we 

perceive in the first place and which sensory inputs get further processing.

Finally, we will consider some of the problems that occur when our perceptual and attentional systems go wrong. 

But first we will begin by outlining what we mean by sensation, perception and attention, and provide some idea of 

the issues involved.

6.1

6.2Sensation, perception and attention
Psychologists often use everyday language, but in more precise ways. A good example is ‘sensation’. For 

psychologists, sensation is the initial stimulation of our sensory systems (sight, hearing, touch, taste and smell); 

it is the sequence of physiological events that causes our nervous system to send electrical impulses to our brain. 

The stimulation of our senses is the first step on the road to our mental representation of the external world, and is 

in some respects the first step on the road to mental life.

Perception is the apparently holistic experience of the external world. That is, perception seems to provide 

us with experience of a reality that is integrated and complete when, for example, we look around us, watch 

television, talk or eat. Yet, intriguingly, perception does not produce an exact copy of the physical world: rather, 

perception involves a mental re-creation. It is not an accurate representation of our environment but an adequate 

one. Perception is, in effect, a best guess, derived from an endless stream of external information (such as light and 

sound), and influenced by our arousal states (e.g. whether we are alert, distracted or sleepy) and past experience (e.g. 

we may interpret situations differently according to whether they are novel or familiar to us). Sensing and perceiving 

the world around us is a monumentally complex task that we do not fully understand, and yet somehow we do it, 

for the most part, effortlessly.

Attention plays a critical role in making sense of our sensations. The world is a complex place, and at any one time 

there are multiple sources of information that we could process. Since we do not have limitless cognitive resources, we 

limit what we process by focusing on what is important (selective attention), but this is only one aspect of attention. 

Attention is a multifaceted phenomenon that is difficult to define. Perhaps the best way to define it is to ask not what it 

How do we encode and represent what we see and hear?

How do we make sense of our perceptions? From the bottom up or from the top down?

At what point in the process of attention is auditory information filtered?

Is our attention to visual scenes object-based or space-based?

FRAMING QUESTIONS
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FIGURE 6.1 The structure of the eye (Andrew Dunn)
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consists of, but rather what it is for and what it does. Ultimately, attention directs, filters and controls how we process 

the vast amount of external information bombarding our senses and produce internal responses to it.

Sensing, perceiving and attending to the world around us are complex. The aim of this chapter is to introduce you 

to these interrelated processes in more detail. Here we will focus our discussion on the primary senses of vision and 

audition in particular. We begin with sensation.

The senses
6.3.1 Vision (seeing)

Vision dominates the human experience and we rely heavily upon it in our day-to-day interactions. It is thought that 

vision evolved to support motor action (Milner & Goodale, 1995) and, for typically developing humans, vision is the 

most immediate and commanding sense. It is commonly reported that over 80% of all information about our external 

world comes through vision and about 50% of the cortex is given over to visual processing alone – as compared with 

about 10% for audition (Snowden, Thompson, & Troscianko, 2006).

6.3.2 The eye
The eye has an amazingly complex anatomical structure (Figure 6.1) specialised for detecting light energy. Vision begins 

when light enters the eye through the cornea, a transparent protective layer on the surface of the eye. It then passes through 

to the pupil and is focused onto the back of the eye (the retina) by the lens. The retina contains a number of different 

types of cell that convert light energy into electrochemical signals, so that they can be transmitted to and interpreted by 

the brain. Of prime concern here are the photoreceptor cells. Put simply, their chemical structure changes when they 

encounter light energy. Human photoreceptor cells come in two types, rods and cones, so called because of their shape.

There are approximately 125 million rods and 6 million cones in the human eye. The cones are mostly concentrated 

in a tiny area (approximately 0.3 mm) in the centre of the retina called the fovea. The fovea is responsible for most of 

what we think of as vision: fine detailed information (often referred to as high visual acuity) and colour vision. The 

rods are distributed throughout the rest of the retina, except in the blind spot where the optic nerve (which carries 

information to the brain) is formed. Rods are extremely sensitive to movement but not to colour, and they do not carry 

fine detailed information (they have poor visual acuity).

6.3
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+    o
Close your left eye and stare at the cross. Now move your head towards the page and the circle will at some point disappear. 
This is the point at which it enters the blind spot on the retina. Keep moving closer and it will magically reappear.

EXERCISE: FIND YOUR BLIND SPOT

Chemical changes in the rods and cones are detected by the bipolar cells, which respond by either depolarising or 

hyperpolarising (see Chapter 10 for a description of how neuronal cells conduct information) in response to changes in 

the rods and cones. Such changes in the bipolar cells trigger action potentials in the retinal ganglion cells. There are 

approximately 1 million retinal ganglion cells, some of which condense information from the rods (ratio 120:1), while 

others receive more or less uncondensed information from the cones (ratio between 1:1 and 6:1).

6.3.3 Eye to brain
The axons of the retinal ganglion cells form the optic nerve which carries information to the brain. There are two 

significant visual pathways to the brain: the primary visual pathway and the evolutionarily older retino-tectal pathway. 
In normal visual processing these pathways work in parallel.

The primary visual pathway (Figure 6.2) goes from the eye, via the optic nerve, across the optic chiasm (where 

there is a partial crossover of axons projecting from each eye) to the dorsal part of the lateral geniculate nucleus 

(LGN). The precise function of the LGN is poorly understood, but it seems to play an important role in regulating 

information flow (Blake & Sekular, 2006). From here, information is projected along the optic radiations to the primary 

visual cortex in the occipital lobe.

The visual cortex is the primary site for processing visual information in the brain. It comprises five main areas, 

V1–V5. Each area has a specialised function and is characterised by different connections to other parts of the brain. 

Beyond here, information travels along two large cortical pathways: a ventral stream that terminates in the temporal 

lobes, and a dorsal stream that terminates in the parietal lobes. Goodale and Milner (1992) argue that the ventral 

stream is specialised for processing visual information for perceptual purposes (‘what’ processing) while the dorsal 

FIGURE 6.2 The primary visual pathway (Andrew Dunn)
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stream processes visual information for visual motor purposes (‘how’ processing). However, it should be stressed that 

while these two streams perform functionally different tasks, in normal everyday processing they are complementary, 

working together such that one informs the other.

6.3.4 Audition (hearing)
Although hearing is sometimes described as our second most important sense, it is clear that our ears provide us with 

an abundant source of information. Human communication systems rely heavily on the ability to hear, and adults who 

lose their hearing often suffer from social isolation. Hearing is by no means a minor sense.

6.3.5 The ear
The ears are specialised for detecting sound waves. Sounds differ along three key dimensions: amplitude, frequency 

and complexity. These dimensions correspond to people’s perception of sound, which can be characterised according 

to loudness, pitch and timbre.

We can divide the auditory sensory apparatus (the ear) into three interdependent portions (Figure 6.3):

1 The outer ear: comprising the pinna (the bendy bit on the side of your head), the auditory canal and the tympanic 
membrane (the ear drum).

2 The middle ear: comprising the ossicles – made up from three connected bones called the malleus (hammer), 

the incus (anvil) and the stapes (stirrup) – and the Eustachian tube (which helps regulate air pressure).

3 The inner ear: comprising the cochlea.

The process of audition begins when sound waves enter the ear and travel down the auditory canal, causing the 

oval-shaped tympanic membrane to vibrate. The tympanic membrane (surface area 68 mm2 in humans) is exquisitely 

sensitive and works with remarkable efficiency even when perforated. It is sensitive to vibrations that displace the 

membrane by only 1/100,000,000 of a centimetre – the width of a single hydrogen atom.

Tympanic vibrations are transmitted through the air-filled middle ear by the three tiny bones of the ossicles. 

Vibration passes to the inner ear when the stapes makes contact with the oval window – a covered opening in the bony 

wall of the fluid-filled cochlea.

The cochlea (meaning snail) is a spiral-shaped structure about the size of a child’s marble, and is divided into three 

chambers (vestibular canal, tympanic canal and cochlear duct) by two flexible membranes called the basilar membrane 

and Reissner’s membrane. When the stapes makes contact with the oval window, vibrations are sent down the length 

Pinna

Auditory canal Auditory nerve

Cochlea

Eustachian tube

Tympanic
membrane
(ear drum)

Outer ear

Ossicles bridge

Malleus (hammer) Stapes (stirrup)
Incus (anvil)
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FIGURE 6.3 Peripheral auditory system (Andrew Dunn)
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of the basilar membrane, much like the cracking of a whip. The basilar 

membrane is tonotopic, that is, the tones are ordered spatially adjacent 

to each other according to similarity in frequency, with high tones at one 

end through to low tones at the other (Figure 6.4). The frequency that 

gives maximum response at a particular place on the basilar membrane 

is known as the characteristic frequency of that place.

Just above the basilar membrane in the cochlear duct is the organ of Corti. It is responsible for converting the 

movement of the basilar membrane into electrical brain activity. Movement of the basilar membrane in relation to the 

tectorial membrane disturbs the inner hair cells, causing electrical signals to be sent towards the brain.

6.3.6 Ear to brain
Signals from the ear are sent to the auditory cortex of the brain via the auditory nerve along the ascending auditory 
pathway. There are between 10 and 20 auditory nerve fibres connected to each inner hair cell, which means the response 

of each nerve fibre is determined by a very small section of the basilar membrane (Moore, 2003). As the hair cells are 

selective for particular sound frequencies, the responses in the auditory nerve fibres are highly frequency selective.

Auditory signals reaching the brain are subject to increasingly complex processing in different brain regions. 

Following processing by the brain stem, mid brain and thalamus, signals reach the primary auditory cortex, situated 

in the temporal lobes. The primary auditory cortex is tonotopic: low-frequency sounds are positioned at the front 

(anterior) portion and high-frequency sounds at the rear (posterior).

Beyond the primary auditory cortex is the highly interconnected 

auditory association area. The cells here respond to complex 

features of the incoming auditory signals (such as location, object 

identity and speech). Projecting from here are two important cortical 

streams (see Clarke et al., 2002; Rauschecker & Tian, 2000): an 

auditory ventral stream that terminates in the orbitofrontal cortex, 

and an auditory dorsal stream that terminates in the dorsolateral 

prefrontal cortex (both in the frontal lobes). The ventral stream has 

been labelled the ‘what’ pathway of audition, since damage to this 

stream leads to deficits in identifying different sounds (auditory 
agnosia) but leaves sound location processing intact. The dorsal 

stream has been labelled the auditory ‘where’ pathway, since damage to this stream leads to deficits in locating 

sounds (auditory neglect) but leaves sound differentiation processing intact. A similar sort of double dissociation 

(complementary deficits) has been identified in vision (Goodale & Milner, 1992).

TONOTOPIC The spatial organisation of 
responses to different sound frequencies, with 
low-frequency sounds being represented at one 
location and high frequencies at another.

DOUBLE DISSOCIATION A term used in brain 
sciences to indicate that two cognitive processes 
are distinct, such that damage to a particular 
brain region affects one of those processes but 
not the other. For example, damage to Broca’s 
area of the brain means a patient cannot speak 
but can still understand speech, whereas damage 
to Wernicke’s area means a patient cannot 
understand speech but can still speak.

ASIDE
Restoring hearing with a cochlear implant

Since the mid-1990s, people with profound hearing loss have been able to have their hearing (partially) restored by cochlear 
implants. A cochlear implant is an electronic device which consists of the following components:

 a microphone which picks up sound from the environment;
 a speech processor which codes the incoming sounds and divides the speech into different frequency channels;
 a transmitter sends these sounds to a receiver which has been placed in the bone under the skin;
 an electrode array which has been surgically inserted into the cochlea.

(Continued)
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A cochlear implant takes advantage of the tonotopic organisation of the cochlea. Signals which are low in frequency are directed 
towards electrodes that are placed in the apical end of the cochlea, and signals which are higher in frequency are sent to electrodes 
that are located at the basal end of the cochlea (Figure 6.4).

Cochlear implantation has proved to be a highly successful intervention and is now routinely offered to people whose 
hearing loss is too extreme for them to benefit from hearing aids. Children as young as six months of age can now receive 
cochlear implants. Follow this link for a neat demonstration of a baby hearing for the first time through their implant: www.
youtube.com/watch?v=HTzTt1VnHRM

Apex

Base

25Hz

250 Hz

500 Hz 

1000 Hz

2000 Hz

4000 Hz

8000 Hz

Electrode contacts

6000–7000 Hz

1300 –1800 Hz

FIGURE 6.4 Tonotopic organisation of the cochlea, with an electrode array inserted. The blue numbers correspond to the 
characteristic frequencies of different places on the basilar membrane, and the green numbers show the frequencies of 
sounds being delivered by the electrode array of the cochlear implant

(Continued)

Perceiving the world
So far we have focused on how our perceptual systems encode and transform incoming sensory information. 

However, perception is more than this: it is about making sense of the incoming information. With perception we are 

able to turn a series of changes in air pressure into the glory of music and enjoy ‘These Arms of Mine’ by Otis Reading 

(clearly the greatest song ever written). Also with perception we can turn a series of electrical changes in our eyes into 

an image that can bring tears to those eyes. So how might we do this?

6.4.1 Top-down versus bottom-up processing
There is no single theory of perception. However, a key question for perceptual scientists concerns the extent to which 

bottom-up and top-down processes contribute to our perceptual experiences. People who place more importance 

on bottom-up processing (e.g. Gibson, 1950, 1966) argue that low-level sensory information is the most important 

determinant of what we perceive. In contrast, top-down theorists such as Gregory (1970, 1997) posit that higher-level 

cognitive processes are the important determinants of perception. The truth, as usual, is somewhere in between.

6.4
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6.4.2 Bottom-up approaches
The best-known theory emphasising the importance of bottom-up 

processing was proposed by J.J. Gibson (1966), and is known as a 

theory of direct perception. Gibson argued that what we perceive 

is directly determined by the information in the visual scene, and 

that no higher-level cognitive processing is necessary. He proposed 

that movement through the environment is crucial for generating 

information, and that action is key to perceiving the world around 

us. Accordingly, the distribution of light energy in the environment, 

the so-called optic array, provides a rich and immediate source of 

information. Movement in the environment causes the information in 

the optic array to change and we directly perceive this change through 

our eyes (what he terms the ecological optics). The perception of visual change is influenced by invariants – sources 

of information in the visual field which remain constant. A comparison of the changing (variant) versus unchanging 

(invariant) aspects of the visual scene provides direct information about the visual environment. For example, when 

you are driving down an open road the horizon remains constant. However, as you speed towards your destination, 

there is variance in the rate at which cars pass you (this movement of objects is called optic flow) and in the apparent 

size of the cars in front of you (of course, real size is invariant). Thus you can gauge the relative speed at which you 

and others are travelling from changes in the rate of optic flow, or from the increase/decrease in apparent car size.

Another important aspect in Gibson’s theory is the notion of affordances. According to Gibson, the purpose 

of objects can be directly perceived, without any prior knowledge. For example, the function of a chair (to be 

sat upon) is directly perceived because it affords sitting upon. Likewise, the function of a ladder can be directly 

ascertained because the structure of the object affords climbing.

Gibson’s theory has been highly influential, particularly since it encourages visual scientists to think about perception 

in the real world rather than in an artificial lab-based environment where natural sources of visual information are 

stripped away. Gibson’s work shows that natural visual scenes are information rich, that the visual scene is dynamic 

not static, and that to underestimate these factors is to limit our understanding of perception. He also highlights the 

importance of action and movement in perception, something which had (has) been largely overlooked in other theories.

The theory is problematic, however, and has been subject to quite harsh criticisms. In particular, critics raise 

concern with the apparently contrived notion of affordances. Is it really plausible that we can always directly perceive 

the function of an object, even if we have no prior knowledge of that object? For example, how would we know that 

an apple was for eating and not for playing cricket if we had no prior experience of apples?

FIGURE 6.5 An example of direct perception using invariant cues of object size and distance scaling (small far away: big close up)

Finish

Finish

A cognitive process 
that starts with simple (low-level) processes and 
builds up to the more complex higher levels. It 
doesn’t depend on prior knowledge.

A way of explaining 
a cognitive process in which higher-level 
processes, such as prior knowledge, influence 
the processing of lower-level input.
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6.4.3 Top-down approaches
Top-down theories assume that higher-level processes, such as knowledge and memory, have important influences 

on perception. Theorists such as Richard Gregory (1970, 1997) have provided constructivist accounts. These are 

accounts based on the idea that our perceptual experiences are constructed from the imposition of high-level processing 

on sensory perceptions. Such theories have been around for a long time. And while there is no one unifying theory, all 

constructivist accounts have three things in common (Eysenck & Keane, 2005). They all take perception to be:

1 not just sensation, but an active and constructive process;

2 a direct by-product of sensations and hypotheses about the world and how it works;

3 influenced by individual differences and personal experiences.

Accordingly, Gregory (1970, 1997) argues, in contrast to Gibson, that sensory input is impoverished, and that we 

have to interpret the information provided by our senses in order to make sense of what is going on. The existence of 

perceptual constancies (cognitive assumptions about the world) and the effects of visual illusions provide support for 

a constructivist approach.

As we navigate our way around the world, the image falling on the retina is constantly changing. Thus, if the 

image falling on our retina were the sole determinant of what we perceived, then visual objects would appear to 

change shape and size as our position changed. But because of perceptual constancies, perceptual experience remains 

stable. In the earlier example, the size of the image of a car on the retina changes as we move nearer to it. However, 

rather than perceiving the object as changing in actual size, we perceive a change in viewing distance (size constancy: 

see Figure 6.6). This is because the brain applies constancy scaling and scales up or down the mental image of the car 

to take into account our relative movement.

FIGURE 6.6 An example of size constancy. (a) The stick person in the front appears to be smaller than the stick person at the 
back. In fact they are the same size. (b) The stick people appear to be the same size but in fact the one at the back is smaller. 
(c) When the background is removed from (b) the difference is more obvious (Andrew Dunn)

(c)(b)(a)

Likewise, the image of the shape of a door changes on the retina (or in a photograph) depending on whether it is 

open or closed, but we easily recognise that these differently shaped images are the same object (Figure 6.7). This is 

because the brain applies constancy scaling.

Visual illusions illustrate that perception is an active, interpretive process. They work because we are trying to 

make sense of the visual information, even though the specific cause is different from one illusion to another and there 

may be more than one mechanism at play. The Müller–Lyer illusion (see Figure 6.8) is a classic example. Here the 

line with the outward-facing fins appears to be longer than the line with the inward-facing fins. Gregory (1963, 1997) 

proposed that this is because the fins imply depth. The inward-facing fins imply the front of an object that recedes 

from us (e.g. the front corner of two walls), and the outward fins imply the far inside corner of an object that advances 

towards us (e.g. the far corner of a room). Gregory calls this misapplied scaling constancy, and similar processes are 

thought to underlie some other visual illusions.

The constructivist approach is important in showing that knowledge and memory can and do influence perception. 

However, critics (e.g. Gibson, 1950; Morgan & Casco, 1990) argue that too much emphasis is placed on the importance 
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FIGURE 6.7 Constancy scaling. Although the shape and dimensions of the door change on the retina (right edge of the door 
increases in size as the width decreases), the door does not appear to change in physical size. Rather, it is scaled in a manner 
consistent with a door opening towards the viewer (Andrew Dunn)

(Andrew Dunn)

FIGURE 6.8 The Müller–Lyer illusion. (a) The line above appears to be shorter than the line below. (b) An example of how 
receding or advancing objects have the shapes seen in the Müller–Lyer illusion (in this case, rotated through 90°) (Andrew Dunn)

(a)

(b)

KEY STUDY
Kozlowski, L.T., & Cutting, J.E. (1977). Recognizing the sex of a walk from a dynamic point-light 
display. Perception and Psychophysics, 21, 575–580.

Humans are especially good at extracting important information (e.g. sex, emotional state, identity) from another person, just 
from the way they walk and move (biological motion). Early work by Kozlowski and Cutting (1977), explored just how much infor-
mation we can extract from biological motion, using simple point-light displays. In their experiments, they had observers watch 

of visual illusions, which are frequently artificial two-dimensional stimuli. After all, how could you possibly hope 

to understand how a machine works if you only consider what it is doing wrong or what happens when it is broken? 

Nevertheless, the constructivists’ basic point remains: top-down processes influence perception.

(Continued)
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6.4.4 Perceptual organisation
You’ve probably never really thought about it, but we tend to 

perceive our environment as a whole (albeit containing distinct 

objects) as opposed to lots of different parts. This is surprising 

given that the sensory systems break down the incoming sensory 

information into basic constituents (e.g. wavelength, spatial 

frequency, etc). The Gestalt psychologists (e.g. Max Wertheimer, 

1880–1943, Wolfgang Kohler, 1887–1967 and Kurt Koffka, 1886–

1941) sought to understand how we organise and piece together 

perceptual experience of the world. They argued that perception involves much more than the incoming signal and 

that what is experienced (the whole) is much more than the parts it comprises. They sought to identify principles 

(Gestalt laws) that explained how elements in a scene are put together perceptually. Some of the laws, along with 

visual examples (these principles do not only apply to vision), are shown in Figure 6.9. For example, in the closure 

example (Figure 6.9d) we perceive a whole white triangle, even though it does not exist. We do this because our 

brains interpret the cut-out sections of the black circles as the corners of a triangle. Although here we have listed 

these principles independently, in the real world they can work independently or together and sometimes they may 

interfere with each other (Quinlan & Wilton, 1998).

film footage of moving fluorescent dots that had been placed on the joints (e.g. the elbows, knees, ankles, wrists, shoulders) of 
three male and three female walkers. They also had them look at still photographs made from the film footage. For each viewing, 
participants had to identify whether the dots were of a man or a woman. They found that when the dots were moving the par-
ticipants were accurate 63% of the time (higher when one female walker was removed). But, when dots were still, performance 
was very poor (below chance level of 50%). They also showed that as long as the dots were moving, you didn’t need all of them 
to see that it was a person or to identify their sex.

What this and other studies tell us is that you need very little information (a few dots) to identify both the form of a 
moving person and their sex. It’s also very easy to identify what the person (the dots) might be doing (e.g. walking, dancing, 
kicking a ball). However, if the dots are not moving, or if they are not moving in a way that a person would move, we can tell 
virtually nothing from the point-light displays. Visit ‘Motion lab!’ for some examples at www.biomotionlab.ca.

(Continued)

GESTALT PSYCHOLOGY A school of psychology 
that began in Germany in the first half of 
the twentieth century. It proposed that an 
experience or behaviour can only be understood 
as a whole, not by understanding the individual 
constituent parts.

Law/Principle Explanation

Similarity

Proximity

Continuity

Closure

Items that are similar in type (e.g. colour or shape) tend to be grouped
together

Items that are close together tend to be grouped together

We tend to perceive lines as continuing in their established direction 
(e.g. in (c) we tend to perceive a truck)
The mind tends to ‘complete’ ‘objects’ in order to perceive regular figures

(a) Similarity (b) Proximity (c) Continuity (d) Closure

FIGURE 6.9 Gestalt laws and explanations (Andrew Dunn)
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6.4.5 Multisensory integration
Up until now, we have considered the senses in isolation. However, our brains need to combine information from vision, 

audition, touch, etc. in order to form a holistic representation of our world. The way in which information from different 

sensory modalities interact with one another is of great interest to psychologists. In this section, we will first describe the 

McGurk effect to illustrate how vision and audition combine for speech perception, and then consider the phenomenon 

of synaesthesia, which demonstrates what can happen when the brain combines information from different senses.

McGurk effect
It has long been known that seeing the face of a talker helps people understand speech, particularly in noisy environments 

when speech is difficult to hear. The McGurk effect (McGurk & MacDonald, 1976) illustrates nicely how we integrate 

information from vision and audition to understand speech. In this illusion, people are presented with the auditory 

component of one sound (e.g. /ba/), they see the facial movements that correspond to another sound (e.g. /ga/), and the 

resulting perception is that of a novel sound (e.g. people hear /da/). Essentially, the brain integrates the information 

from the auditory and visual streams and fuses them together to perceive an entirely novel sound. Follow this link to 

watch a YouTube video of the effect: www.youtube.com/watch?v=jtsfidRq2tw

Synaethesia
Synaethesia is a condition in which the stimulation of one sensory system (e.g. audition) also triggers an experience in 

another sensory modality (e.g. vision). For example, one form of synaesthesia is between sound and colour, and some 

musicians report perceiving different colours when listening to different musical notes or instruments. Other people with 

synaesthesia may perceive letters as inherently coloured (e.g. a ‘p’ is red, a ‘b’ is green), associate different words with taste, 

or associate the days of the week with different spatial locations. Synaesthesia is interesting because it demonstrates the 

remarkable level to which different brain regions interact with one another, and neuroimaging studies have demonstrated 

that the brains of people with synaesthesia display increased connections between different sensory areas (Sperling et al., 

2006). Recently, researchers have identified multiple areas of the genome that appear to be associated with the condition 

(Asher et al., 2009), and it is thought that people with the genetic propensity for synaesthesia experience increased 

myelinisation during childhood, making them more likely to form connections between different sensory systems. Have 

a look at website of Professor Sean Day, a scientist who has synaesthesia, at: www.daysyn.com/index.html. As the video 

by Richard Cytowic observes, ‘cross-talk in the brain is the rule, not the exception’.

Visual scientist Peter Thompson is a Senior Lecturer at the University 
of York, where he teaches and researches in visual perception. Peter 
graduated from the University of Reading with a BSc in Psychology 
(1972) and a PGCE (1973). He then studied for his PhD at the University 
of Cambridge (1976). He is the Executive Editor of the journal 
Perception and the co-creator of Viperlib (http:/viperlib.york.ac.uk), 
an online resource for visual perception. Peter has worked in the USA 
and spent six months at NASA’s Ames Research Center in California 
(1990). He is a Royal Society and British Association Millennium Fellow 
and received an HEA National Teaching Fellowship in 2006. He also 
happens to be the creator of the solar system. No, seriously: look it up 
at www. solar.york.ac.uk.

KEY RESEARCHER Peter Thompson

FIGURE 6.10 Peter Thompson

(Continued)
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6.4.6 Summary
At present there is no single general theory of perception. Matlin and Foley (1992) argue that perception works because 

(1) the sensory world is rich in information (there’s lots of information out there), (2) human sensory systems are good 

at gathering information and (3) high-level concepts shape (impose constraints on and determine) what we experience. 

Ultimately, the brain and the rest of the nervous system have evolved to create a system that is best suited to extracting 

and filtering out what it needs to sense and perceive what is in the stimulus-rich world around us.

Attention
Attention plays an important role in sensation and perception, though these are by no means the only aspects 

of cognition in which it operates (e.g. memory, learning, planning). It’s probably easier to think about attention in terms 

of what it does, rather than what it is. Nevertheless, psychologists often talk about different kinds of attention. For 

example, selective attention: attending to one thing while ignoring everything else (e.g. reading this page while ignoring 

the television); divided attention: processing several inputs simultaneously (reading this page while also watching 

television); sustained attention: maintaining our attention for long periods of time (e.g. getting to the end of this chapter); 

conflict resolution: inhibiting automatic responses (e.g. falling asleep while reading this chapter). As you might expect, 

given all the jobs attention is involved in, there is no one single mechanism at work, but many (Allport, 1993).

Attention is involved in both choice and awareness, and operates both explicitly (overtly and intentionally) and 

implicitly (covertly and without intent). So, when choosing to read this chapter, you stop overtly attending to the music 

playing behind you or the chair you are sitting on, though you know they are both there (did you suddenly feel your 

chair?). But if the music stopped or the chair broke you would be immediately aware, so you must be attending to them 

at some level (covertly). Chalmers (1996) has suggested that conscious attention allows us to process objects for action 

(e.g. open the book to read) and that unconscious attention sustains automatic reactions (e.g. reaching out to stop or 

cushion your fall when the chair breaks). Attention is operating all the time, though you may not be aware of everything.

In due course we will see intriguing examples of what happens when attention is faulty (neglect), how attention does 

not work the way you might think it should (change blindness and inattentional blindness), and what all this says about 

attentional processing. But first we will look at the development of attention research, beginning with auditory attention.

6.5.1 Auditory attention
Interest in auditory attention was sparked following Cherry’s (1953) research into the cocktail party effect. This is 

the problem of how we can follow what one person is saying when there are several people speaking in the same 

Peter’s primary research interest is in movement perception (e.g. 
Thompson, 1982), though he has broader interests in visual sciences and 
has published a wide range of articles in this area. He is perhaps best known 
(at least outside academic circles) for the Thompson illusion (also called 
the Thatcher illusion) (Thompson, 1980). Faces convey all manner of social, 
emotional and personality information, and they are a special kind of visual 
object for humans. We are especially sensitive to the eyes and mouth, but 
only when the face is the right way up. The Thompson illusion illustrates this 
beautifully. Look at the images in Figure 6.11. They appear to be perfectly 
normal. Now turn the page round – urgk! Interestingly, newborns do not 

show this effect, which suggests that the effect is learnt (we usually see faces upright, but newborns have never seen a face). A 
dynamic illustration of the illusion can be found at OUP Thatcher illusion on YouTube: www.youtube.com/watch?v=jdADSx8JpfI.

(Continued)

FIGURE 6.11 The Thatcher illusion

6.5
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room. Indeed, it is quite remarkable how, in the busy room soundscape, we are able to focus on one conversation and 

ignore the rest of the noise, and then just as easily switch to another conversation across the room just because it’s 

more interesting. To investigate this phenomenon experimentally, Cherry devised the shadowing (dichotic listening) 
task (see Figure 6.12). In this task, different messages were presented to the left and right ears, and participants were 

asked to ‘shadow’ (repeat out loud) the message presented to one of the ears. Cherry found that people had very little 

memory for the meaning of the unattended message in the non-shadowed ear. Listeners even failed to notice when 

the unattended message was in a foreign language, or in reversed speech. Participants in such experiments have even 

failed to notice when words in the unattended message were repeated 35 times (Moray, 1959). However, physical 

characteristics of the unattended message, such as the sex of the speaker, could almost always be remembered.

He
4

what

6
said

2

FIGURE 6.12 The dichotic listening task to test divided auditory attention

Various theories of auditory attention have been proposed to 

explain these and subsequent findings. Of particular concern here 

is the seminal work of Broadbent (1958), his student’s later work 

(Treisman, 1964) and an alternative theory by Deutsch and Deutsch 

(1963). Common to all these accounts is the notion of a bottleneck, 

which acts as an information filter that affects what is and isn’t 

attended to. The key difference between them is where this filter lies. 

For both Broadbent (1958) and Treisman (1964) the filter appears 

early, and in Treisman’s scheme it is more flexible. For Deutsch and 

Deutsch (1963) the filter occurs much later. A summary of all three models can be seen in Figure 6.13.

Broadbent’s early filter theory
Broadbent’s (1958) work on attention paved the way for much of what we know today and remains hugely important. 

According to him, information first enters a sensory buffer where it is held for a very short time. The selective filter 

then identifies one of the messages on the basis of its physical properties (e.g. location, intensity, sex of speaker). Only 

one message can get through this filter; the unattended message receives no further processing, while the attended 

message receives semantic analysis by a limited capacity processor. Capacity limitation is a key aspect of Broadbent’s 

theory. He assumed that our cognitive resources are finite. Since we cannot process everything at the same time there 

must be some constraints on what is or isn’t processed.

Broadbent was able to explain Cherry’s main findings. However, more of the unshadowed message is processed 

than Broadbent had predicted. Thus his model does not explain why, for example, one-third of participants could hear 

their own name if it was presented in the unattended message (Moray, 1959). This is because Broadbent took little 

account of message context or message meaningfulness (he used strings of meaningless numbers). Taking these into 

account, Gray and Wedderburn (1960) demonstrated that when a meaningful message is split across the two streams 

of sound (part of the message is delivered to one ear, e.g. ‘7, fire, 1’, and the other part is simultaneously delivered 

to the other ear, e.g. ‘red, 1, engine’) listeners report the meaningful message (i.e. ‘red fire engine’) but ignore the 

meaningless material. People also automatically switch between messages: on about 6% of trials people automatically 

switched ears and began to repeat the previously unshadowed message if it was contextually relevant (Treisman, 1960). 

Thus listeners are not constrained by the physical properties of the stimulus, but are able to switch and divide their 

attention using meaning and context. Treisman’s (1964) model provides an explanation of why.

FILTER In the context of attentional processing, 
a filter serves the purpose of allowing some 
sensations of stimuli through to be processed 
while screening out others. This is based on the 
theoretical approach that we can only cope with 
a limited amount of information and so select 
which stimuli to process.
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Treisman’s attenuator model
Treisman’s (1964) work built on Broadbent’s earlier model, and she has been highly influential in attention research. 

There are similarities between her model and Broadbent’s. The key difference between them lies in the location of 

the filter. Specifically, Treisman replaced Broadbent’s selective filter with an attenuator, which acts to turn down the 

processing of the incoming unattended message. Treisman (1964) argued that the processing of unattended messages is 

not halted completely. Unattended messages are processed, but to a lesser degree because there is reduced capacity in 

the unattended channel. Accordingly, processing auditory information proceeds in a hierarchy, beginning with physical 

cues and ending with semantic analysis. In essence, the early bottleneck becomes more flexible. Usually there are 

only sufficient resources for the physical properties of unattended stimuli to be extracted. However, some stimuli 

(e.g. names and context-relevant messages like ‘FIRE!’) have a low threshold for identification (they are easy to identify 

and take priority), especially if they are primed on the basis of information in the attended channel (‘matches, petrol, 

flame’). Thus Treisman was able to explain why physical properties of a message are almost always remembered, and 

why some information is able to ‘break through’ from the unattended message. Triesman’s work has remained hugely 

influential. However, the concept of the attenuator is poorly specified. How does it actually work, and how can there 

be attenuated processing of meaning?

Deutsch and Deutsch’s late selection model

Deutsch and Deutsch’s (1963) model of attention is somewhat different from other earlier models. According to them, all 

incoming stimuli are fully analysed, but it is only the most important or relevant stimulus that determines how we respond. 

Thus, their filter occurs at the response stage rather than at the analysis stage. This notion is highly counter-intuitive, and 

for a long time Deutsch and Deutsch’s work seemed at odds with what appears to be happening with attention.

Like Treisman, Deutsch and Deutsch can explain why the physical properties of messages can be reliably reported, 

why ‘breakthrough’ occurs, and how meaning can be extracted from unattended messages. In fact, distinguishing 

FIGURE 6.13 The three main theories of auditory attention (Andrew Dunn)

Selective

filter

The senses

Sensory

input

Higher level

processing

Broadbent: selective filter model

Semantic

analysis 

Attenuating

filter

The senses

Sensory

input

Higher level

processing

Treisman: attenuating filter model

The senses

Sensory

input

Higher level

processing

Deutsch and Deutsch: late filter model
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between Deutsch and Deutsch’s and Treisman’s theories is difficult since both make very similar predictions 

experimentally. However, two sources of evidence suggest that Treisman’s account might be more accurate than 

Deutsch and Deutsch’s. First, the rate of message ‘breakthrough’ is low; if both messages were fully analysed, the 

rate of breakthrough should be much higher. Second, neuropsychological evidence indicates that there are differences 

between attended and unattended messages much earlier on in processing than would be predicted by Deutsch and 

Deutsch (e.g. Woldorff et al., 1993). This suggests that attention modulates the early parts of our sensory systems 

(Umiltà, 2001). However, it is clear that attention can also operate at a much higher level before the object of concern 

becomes consciously reported (see Lamme, 2003). One mediating factor is perceptual load: essentially, how much 

there is to perceive and how busy perception is (Lavie, 1995). When perceptual load is high, the processing resources 

are allocated to the main task and selection occurs early. When perceptual load is lower, we have more cognitive 

resources available and late selection tends to occur (Lavie, 1995).

In summary, auditory attention operates with a filter or an attenuator that extracts the attended message using both 

physical properties of the message and/or meaning. Attention may operate early, using the physical properties of the 

message, or late, depending upon context, the importance of the message and demands on cognitive resources.

Although these principles are generally true, particularly limitations on available resources, this does not necessarily 

mean that attention operates in the same way in other sensory modalities (e.g. vision). Our next section will consider 

visual attention.

6.5.2 Visual attention
Theories of selective visual attention fall within two main categories: space-based and object-based theories. 

Space-based (attentional spotlight and zoom lens) theories assume that we direct our attention to discrete regions 

of space within the visual field. Object-based theories assume that we direct our attention to the object, rather than 

its location per se.

Space-based attention: spotlight and zoom lens theory
Early accounts of visual attention (e.g. Eriksen & Eriksen, 1974) used a spotlight analogy. They assumed that 

everything within a small region of space – within the radius of the attentional spotlight – enters conscious awareness, 

while everything else receives only a cursory degree of processing. Indeed, decision response times about a target are 

relatively faster or slower if attention is directed towards (valid cue) or away from (invalid cue) the target location 

before it appears (Posner, 1980). This is because in the valid-cue condition, attention is already at the location when 

the target arrives, which saves processing time. But in the invalid-cue condition, attention must move to the true target 

location, which costs processing time.

Zoom lens models (e.g. Eriksen & Yeh, 1985) also assume that people attend to a particular area of space. However, 

unlike spotlight theory, the zoom lens model assumes that the area of focus can be increased or decreased according to 

task demands. Take the example of talking on the phone while driving. Normally, while driving we are able to distribute 

our attention widely across the visual scene and effectively process important information. However, it has been shown 

(Strayer & Johnson, 2001) that if we use a phone while driving we are much more likely to fail to notice red lights, and 

Patten et al. (2004) showed that drivers were less able to detect lights in the periphery when they were conversing on a 

mobile phone. Hold this in mind, as it relates to change blindness and inattention which will be discussed later.

Object-based attention
Attention does not have to be space based. First, the focus of attention can be split over multiple locations 

(e.g. Awh & Pashler, 2000; Castiello & Umiltà, 1992). For example, we could be attending to more than one member 

of One Direction at once. Second, we can pay attention to visual (Rock & Gutman, 1981; Watson & Kramer, 1999) or 

auditory (Dyson & Ishfaq, 2008) objects as well as the space they occupy (e.g. Harry’s voice as well as the beautiful 

space he and Zayn occupy). Memory for unattended objects in the same spatial location can be very poor – ‘Liam, 

where?’ (Rock & Gutman, 1981), and reaction times to properties of one object (e.g. shape or colour) can be faster 

than responses to the same properties in another object that occupies the same spatial location (Dyson & Ishfaq, 2008; 

Watson & Kramer, 1999), for example the curl of Harry’s hair as opposed to Liam’s beautiful smile.
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So which account – space-based or object-based – is correct? The answer is ‘Both!’: object-based attention appears 

to operate within the attended spatial region (spatial spotlight). Certainly, participants are better at spotting two object 

properties if both properties appear on the same object, but if participants only attend to a small region of space, then 

the object bias disappears (Lavie & Driver, 1996).

6.6

You will have found that task was much easier for the left panel. According to Treisman and Gelade’s (1980) feature-
integration theory of attention, single features of objects are processed preattentively (automatically before attentional 
processing) and in parallel across the visual field. However, when features need to be combined, participants need to 
selectively attend to each of the objects in the search array. So on the left, the attribute ‘blue’ pops out in a background 
of pink shapes, making the search very quick. However, on the right we need to bind together the attributes ‘blue’ and 
‘diamond’, requiring an attentive visual search of all of the possibilities.

EXERCISE: FIND THE BLUE DIAMOND IN EACH OF THESE PANELS

Are we aware of everything?
It feels to us that we are aware of everything around us, and yet object-based attention illustrates that 

under normal operating conditions we do not in fact attend to everything we thought we were attending to. Our brain 

has incredibly powerful processing capacity, but it is a finite resource and failures of attention are a commonplace 

occurrence (change blindness and inattentional blindness). However, damage to our brain can also lead to failures of 

attention (visual neglect/hemispatial inattention).

6.6.1 Change blindness, inattention blindness and visual neglect
Change blindness (CB) refers to when people fail to perceive (big or small) changes in the very thing they are attending 

to. A simple (static) illustration of this can be found in traditional ‘spot the difference’ games. However, CB also occurs 

in dynamic scenes (e.g. change in object colour, or features being added or taken away) as they are being attended to. 

Take a look at the key study for a remarkable illustration of change blindness.

In inattentional blindness (IB) observers miss changes or events in the visual scene while they are attending to 

something else. These changes may be quite small (e.g. a briefly presented shape or word) but they can also be quite 

dramatic. For example, Simons and Chabris (1999) showed naive participants a video event in which two teams were 

playing a game of basketball. The viewers were asked to concentrate on just one of the teams and to count the number 

of passes they made. During this event (and unexpected by the viewers), either a woman holding an umbrella or a 

man in a gorilla suit walked fairly slowly in front of the game. Unbelievably, high numbers of people did not see the 

unexpected event: in one condition only 8% saw the gorilla! The video shown to participants can be found at http://

viscog.beckman.illinois.edu/flashmovie/15.php.

06_Banyard et al Ch_06.indd   108 17-Dec-14   5:35:20 PM



AN INTRODUCTION TO SENSATION, PERCEPTION AND ATTENTION

109

Visual neglect (VN) or hemispatial inattention refers to an absence of awareness on one side of visual space. Typically, 

this occurs in the left visual field (left side of visual space) after damage (e.g. a stroke) to the right parietal portion 

(along the top side, near the back) of your brain. As a consequence, VN patients might miss or ignore food on the 

left side of their plate (until you turn the plate round so it’s on their right), bump into objects that are on their left, 

or even fail to shave the left side of their face. The patient’s visual system is perfectly intact (and they are implicitly 

aware of the objects they cannot explicitly see); the problem is with visual-spatial attention rather than being able to 

perceive (see) the ignored area. Indeed, VN can also occur within visual objects, leaving visual space around the object 

unaffected (e.g. they might read a word as ‘puter’ rather than ‘computer’, or they might only see half of a clock but 

see the wall around it. Depending upon the extent of the damage, the effects of VN can be short-lived. However, they 

often have a permanent effect and, without support, are debilitating and even life-threatening. Two useful sources of 

further information about this condition can be found at: www.hemianopsia.net/visual-neglect/ and www.scholarpedia.

org/article/Hemineglect.

6.6.2 So what does it all mean?
Clearly, we do not attend to everything we think we do, and most examples of these absences go unnoticed in our 

day-to-day interactions. Focused attention results in the generation of a specific representation relating to the task 

being engaged in. But it is not a complete, general-purpose representation of the attended scene (Rensink, 2002). The 

examples of CB and IB are intriguing and amusing, but it should be remembered that these are phenomena which occur 

as part of the way attention works when it is doing its job properly! Consequently, everyday acts involving focused 

attention, like driving, operating machines or flying aeroplanes, are potentially fraught with danger. Imagine just how 

much more dangerous things become when we are dividing our attention across tasks, like using a mobile phone or 

talking with your friends while driving. You have been warned.

Chapter summary
This chapter’s aim was to introduce themes and issues in sensation, perception and attention. In doing so 

we have discussed how we manage to detect, process and manage information from the noisy, information-rich 

environment in which we live. We have shown how we construct a representation of the world through a combination 

of bottom-up and top-down processes, and highlighted the role of experience and context. Our sensory, perceptual and 

KEY STUDY
Simons, D.J., & Levin, D.T. (1998). Failure to detect changes to people during a real-world interaction. 
Psychonomic Bulletin and Review, 5, 644–649.

How much do we notice in our day-to-day interactions? Surprisingly little, it seems. Simons and Levin first demonstrated this in 
their now famous change blindness studies. In the first of these they had an experimenter dressed as a workman (in hard hat 
and tool belt) stop and ask passers-by for directions. During the conversation two other workmen (who were actually fellow 
experimenters) walked straight between the two people, carrying a large door that obscured the passer-by’s view of the person 
asking for directions. At the same time, the workman asking for directions swapped places with one of the two men carrying 
the door, who then continued the conversation about directions. Remarkably, 8 out of the 12 passers-by reported noticing no 
change and carried on giving directions, even though the change was quite dramatic (i.e. the workmen wore different coloured 
clothes and generally looked and sounded nothing like each other). Three passers-by retrospectively claimed to have noticed. 
Even if these are taken into account, this still leaves almost half not noticing at all. It seems incredible but it’s absolutely true.

Simon’s research group has repeated this basic experiment in many different forms. You can see one of Simon’s experiments 
in action at www.youtube.com/watch?v=mAn Kvo-fPs0.

6.7
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attention systems are powerful tools that work together, but our resources are finite. It feels as though we experience 

and represent everything. In fact we do not do this. Instead we have evolved systems that extract what is necessary 

to interact with our world, and at best our representation of the world is adequate, even if it is not accurate. Human 

perception is not perfect and we do not fully understand it, but it works just fine . . . well, most of the time!

?  Discussion questions
Why might our representation of the world not be entirely accurate?

Now that you have seen evidence that what we perceive of the world does not equate with what is ‘out there’ and 

that perception requires us to construct and interpret the world, how trustworthy would you say our perceptions are?

How might the matters we have discussed in this chapter relate to such phenomena as delusions and hallucinations? 

To what extent is the above account adequate for explaining them?

 Suggestions for further reading
Mather, G. (2009). Perception. Hove, UK: Psychology Press. For more on sensation and perception, this is a useful 

and accessible text.

Snowden, R., Thompson, P., & Tronscianko, T. (2006). Basic vision: an introduction to visual perception. Oxford: 

Oxford University Press. This is a good starting point for those primarily interested in visual sensation and 

perception. It is engaging, colourful and often funny.

Styles, E. (2006). The psychology of attention. Hove, UK: Psychology Press. For pure attention-related material, this 

book is hard to beat. It’s comprehensive, informative and readable.

Johnson, A., & Proctor, I.W. (2004). Attention: theory and practice. Thousand Oaks, CA: SAGE. This book is very 

readable and has some nice practical applications.

Quinlan, P., & Dyson, B. (2008). Cognitive psychology. Harlow, UK: Prentice Hall. A general cognitive psychology 

text, but relevant chapters here are 5, 6, 8, 9 and 13. A punchy, colourful, humorous but informative text.

Still want more? For links to online resources relevant to this chapter and a quiz to test your understanding, visit the 
companion website at edge.sagepub.com/banyard2e
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