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CHAPTER 5

POPULATION DISTRIBUTIONS

I t is common in the field of mathematics, for example, geometry, to have theorems or postu-
lates that establish guiding principles for understanding analysis of data. The same is true in 
the field of statistics. An important theorem in statistics is the central limit theorem, which 

provides a better understanding of sampling from a population.

●  CENTRAL LIMIT THEOREM

The central limit theorem is an important theorem in statistics when testing mean differences using 
t tests, F tests, or post hoc tests in analysis of variance, and these are explained in later chapters. 
It is a misunderstood theorem that many quote incorrectly. For example, the following statements 
are wrong when discussing the central limit theorem in statistics:

 1. As the sample size increases, especially greater than 30 in the t distribution, the sample 
distribution becomes a normal curve.

 2. Regardless of the shape of the population, a large sample size taken from the population 
will produce a normally distributed sample.

 3. The more data you take from a population, the more normal the sample distribution 
becomes.

To the untrained person, these points seem correct when explaining the central limit theorem. 
Unfortunately, the descriptions do more harm than good when trying to teach the importance of 
the central limit theorem in statistics.

The correct understanding is the following: Let X1 to Xn be a random sample of data from a 
population distribution with mean m and standard deviation s. Let X  be the sample average or 
arithmetic mean of X1 to Xn. Repeat the random sampling (with replacement) of size N, calculating 
a mean each time, to produce a frequency distribution of sample means. The distribution of the 
sample means is approximately normal with mean m and standard deviation s / ,n  referred to 
as the standard error of the mean. This correctly describes the steps taken to produce the sampling 
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distribution of the means for a given sample size. The correct statements about the central limit 
theorem are as follows:

 1. The sample distribution of means approaches a normal distribution as the sample size of 
each sample increases. (Sample means computed with n = 5 are not as normally distributed 
as sample means computed with n = 25.)

 2. The sum of the random samples ΣXi is also approximately normally distributed with mean 
nm and standard deviation ns.

 3. If the sample data, Xi, is normally distributed, then the mean, X ,  and the sum, ΣXi, are 
normally distributed, no matter the sample size.

The central limit theorem is based on the sampling distribution of the means—a distribution 
of an infinite number of samples of the same size randomly drawn from a population each time 
a sample mean is calculated. As the sample size for each sample mean increases, the sampling 
distribution of the means will have an average value closer to the population mean. Sampling 
error or the variability of the sample means around a population mean becomes less as the sam-
ple size for calculating the mean increases. Therefore, the mean of the sampling distribution of 
means becomes closer to the true population mean with a smaller standard deviation of the sam-
ple means. The important point is that a sampling distribution of the statistic, in this case the 
sample means, is created where the average indicates the population parameter.

The complexity of understanding the central limit theorem and its many forms can be found 
in Wikipedia (http://en.wikipedia.org/wiki/Central_limit_theorem), where the classical (central 
limit theorem) and other formalizations by different authors are discussed. Wikipedia also provides 
an explanation for the central limit theorem as follows:

The sample means are generated using a random number generator, which draws num-
bers between 1 and 100 from a uniform probability distribution. It illustrates that increas-
ing sample sizes result in the 500 measured sample means being more closely distributed 
about the population mean (50 in this case). It also compares the observed distributions 
with the distributions that would be expected for a normalized Gaussian distribution, and 
shows the chi-squared values that quantify the goodness of the fit (the fit is good if the 
reduced chi-squared value is less than or approximately equal to one).

The chi-square test refers to the Pearson chi-square, which tests a null hypothesis that the 
frequency distribution of the sample means is consistent with a particular theoretical distribution, 
in this case the normal distribution. Fischer (2010) presented the history of the central limit theo-
rem, which underscores its importance in the field of statistics, and the different variations of the 
central limit theorem.

In my search for definitions of the central limit theorem, I routinely see the explanation involv-
ing random number generators drawing numbers between 1 and 100 from a uniform probability 
distribution. Unfortunately, my work has shown that random number generators in statistical pack-
ages do not produce true random numbers unless the sample size is above N = 10,000 (Bang, 
Schumacker, & Schlieve, 1998). It was disturbing to discover that the numbers repeat, correlate, 
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and distribute in nonrandom patterns when drawn from pseudorandom number generators used 
by statistical packages. This disruption in random sampling, however, does not deter our under-
standing of the central limit theorem; rather, it helps us understand the basis for random sam-
pling without replacement and random sampling with replacement.

●   WHY IS THE CENTRAL LIMIT  
THEOREM IMPORTANT IN STATISTICS?

The central limit theorem provides the basis for hypothesis testing of mean differences using the 
t test, F test, and post hoc tests. The central limit theorem provides the set of rules when deter-
mining the mean, variance, and shape of a distribution of sample means. Our statistical formulas 
are created based on this knowledge of the frequency distribution of sample means and used in 
tests of mean difference (mean m and standard deviation s/√N).

The central limit theorem is also important because the sampling distribution of the means is 
approximately normally distributed, no matter what the original population distribution looks like 
as long as the sample size is relatively large. Therefore, the sample mean provides a good estimate 
of the population mean (m). Errors in our statistical estimation of the population mean decrease 
as the size of the samples we draw from the population increase. Sample statistics have sampling 
distributions, with the variance of the sampling distribution indicating the error variance of the 
statistic—that is, the error in estimating the population parameter. When the error variance is small, 
the statistic will vary less from sample to sample, thus providing us an assurance of a better estimate 
of the population parameter. The basic approach is taking a random sample from a population, 
computing a statistic, and using that statistic as an estimate of the population parameter. The impor-
tance of the sampling distribution in this basic approach is to determine if the sample statistic 
occurs beyond a chance level and how close it might be to the population parameter. Obviously, 
if the population parameter were known as in a finite population, then we would not be taking a 
sample of data and estimating the population parameter.

●  TYPES OF POPULATION DISTRIBUTIONS

There are different types of population distributions that we sample to estimate their population 
parameters. The population distributions are used in the chapters of the book where different 
statistical tests are used in hypothesis testing (chi-square, z test, t test, F test, correlation, and 
regression). Random sampling, computation of a sample statistic, and inference to a population 
parameter are an integral part of research and hypothesis testing.

The different types of population distributions used in this book are binomial, uniform, expo-
nential, and normal. Each type of population distribution can be derived using an R function 
(binom, unif, exp, norm). For each type of population distribution, there are different frequency 
distributions, namely, d = probability density function, p = central density function, q = quantiles 
of distribution, and r = random samples from population distribution. Each type of distribution has 
a number of parameters that characterize that distribution. The following sections of this chapter 
provide an understanding of these population distribution types and their associated frequency 
distributions with their parameter specifications.
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Binomial Distribution

The family of binomial distributions with their parameter specifications can be found using the 
help menu, help(“rbinom”). The R functions and parameter specifications are

dbinom(x, size, prob, log = FALSE)
pbinom(q, size, prob, lower.tail = TRUE, log.p = FALSE)
qbinom(p, size, prob, lower.tail = TRUE, log.p = FALSE)
rbinom(n, size, prob)

The parameters are defined as follows:

x, q Vector of quantiles

p Vector of probabilities

n Number of observations; if length(n) > 1, the length is taken 
to be the number required

Size Number of trials (zero or more)

Prob Probability of success on each trial

log, log.p Logical; if TRUE, probabilities p are given as log(p)

lower.tail Logical; if TRUE (default), probabilities are P(X <_ x), 
otherwise P(X > x)

Each family type for the binomial distribution is run next with a brief explanation of the 
results.

Probability Density Function of Binomial Distribution (dbinom)

# dbinom(x, size, prob, log = FALSE)

# Compute P(45 < X < 55) for value x(46:54), size = 100, prob = .5

> result = dbinom(46:54,100,0.5)

> result

[1] 0.05795840 0.06659050 0.07352701 0.07802866 0.07958924 0.07802866 0.07352701

[8] 0.06659050 0.05795840

> sum(result)

[1] .6317984

The probability of x being greater than 45 and less than 55 is p = .63 or 63%, from summing the 
probability values in the interval of x. This is helpful if wanting to know what percentage of values 
fall between two numbers in a frequency distribution. The dbinom function provides the sum of 
the individual number probabilities in the interval for x.
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Central Density Function of Binomial Distribution (pbinom)

# pbinom(q, size, prob, lower.tail = TRUE, log.p = FALSE)
> result = pbinom(46:54,100,.5)
> result

[1] 0.2420592 0.3086497 0.3821767 0.4602054 0.5397946 
0.6178233 0.6913503

[8] 0.7579408 0.8158992

The increasing probability from one number to the next is given, that is, the cumulative prob-
ability across the interval 46 to 54 (nine numbers). For example, the increase from .2420592 to 
.3086497 is .06659050 or the probability increase from 46 to 47. The increase from .3086497  
to .3821767 is .07352701 or the probability increase from 47 to 48. The pbinom function provides 
the cumulative probability across each of the number intervals from 46 to 54, which sums to the 
percentage given by the dbinom function.

The summary() function indicates the descriptive statistics, which show the minimum proba-
bility (.2421) and the maximum probability (.8159) with the first quartile, third quartile, median, 
and mean probability values for the score distribution.

> summary(result)

 Min.   1st Qu.   Median    Mean   3rd Qu.  Max.
0.2421  0.3822    0.5398   0.5351  0.6914  0.8159

Quantiles of Binomial Distribution (qbinom)

# qbinom(p, size, prob, lower.tail = TRUE, log.p = FALSE)
> result = qbinom(.5,100,.25)
> result
[1] 25

The qbinom function returns a number from a binomial frequency distribution, which rep-
resents the quantile breakdown. For example, a vector of probabilities (p) is created for size = 100, 
with probability indicating the score at the percentile. For p = .5, 100, and probability = .25, the 
score at the 25th quantile (percentile) is 25. This provides the raw score at a certain percentile in 
a frequency distribution of scores.

Random Samples From Binomial Distribution (rbinom)

# rbinom(n, size, prob)

> result = rbinom(100, 10, .5)

> result

[1] 3 6 5 4 7 4 6 5 3 6 5 5 7 6 3 6 4 7 3 4 7 5 2 7 6 5 3 6 7 5 5 5 5 4 7 6 5

[38] 8 7 5 5 4 5 5 6 4 8 3 7 3 7 3 5 5 5 6 6 4 8 5 5 4 4 4 4 5 4 4 3 4 4 4 6 4

[75] 6 5 5 6 7 5 7 6 6 7 7 7 3 3 7 5 5 7 7 5 6 5 4 6 6 4
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> summary(result)

Min.  1st Qu. Median  Mean   3rd Qu.  Max.

2.00  4.00    5.00    5.19   6.00    8.00

The rbinom function returns 100 numbers (n) with 10 successive trials, and probability of success 
on each trial equal to .5. The summary() function provides descriptive statistics indicating the 
median (middle value) of the 10 successive trials (=5.00), while mean = 5.19 indicates some ran-
dom variation from the expected value of 5.0. The first quartile (25%) had a score of 4, and the 
third quartile (75%) had a score of 6. Scores ranged from 2 (minimum) to 8 (maximum). Because 
the rbinom() function is using random numbers, these summary values will change each time you 
run the function.

The binominal distribution is created using dichotomous variable data. Many variables in 
education, psychology, and business are dichotomous. Examples of dichotomous variables are 
boy versus girl, correct versus incorrect answers, delinquent versus nondelinquent, young versus 
old, part-time versus full-time worker. These variables reflect mutually exclusive and exhaustive 
categories; that is, an individual, object, or event can only occur in one or the other category, but 
not both. Populations that are divided into two exclusive categories are called dichotomous 
populations or binomial populations, which can be represented by the binomial probability 
distribution. The derivation of the binomial probability is similar to the combination probability 
presented earlier.

The binomial probability distribution is computed by

P x n
n

x
P Qx n x( ) ,in =











−

where the following values are used:

 n = size of the random sample.

 x = number of events, objects, or individuals in the first category.

n - x = number of events, objects, or individuals in the second category.

 P =  probability of event, object, or individual occurring in the first category.

 Q =  probability of event, object, or individual occurring in the second category, (1 - P).

Since the binomial distribution is a theoretical probability distribution based on objects, events, 
or individuals belonging to one of only two groups, the values for P and Q probabilities associated 
with group membership must have some basis for selection. An example will illustrate how to use 
the formula and interpret the resulting binomial distribution.

Students are given 10 true/false items. The items are scored correct or incorrect with the prob-
ability of a correct guess equal to one half. What is the probability that a student will get five or 
more true/false items correct? For this example, n = 10, P and Q are both .50 (one half based on 
guessing the item correct), and x ranges from 0 (all wrong) to 10 (all correct) to produce the 
binomial probability combinations. The calculation of all binomial probability combinations is not 
necessary to solve the problem, but these are tabled for illustration and interpretation.
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The following table gives the binomial outcomes for 10 questions:

X

n

x










Px Qn−x Probability

10   1 .510 .50 1/1024 = .0001

 9  10 .59 .51 10/1024 = .0097

 8  45 .58 .52 45/1024 = .0439

 7 120 .57 .53 120/1024 = .1172

 6 210 .56 .54 210/1024 = .2051

 5 252 .55 .55 252/1024 = .2460

 4 210 .54 .56 210/1024 = .2051

 3 120 .53 .57 120/1024 = .1172

 2  45 .52 .58 45/1024 = .0439

 1  10 .51 .59 10/1024 = .0097

 0   1 .50 .510 1/1024 = .0001

Total = 1,024 1024/1024 = 1.00

NOTE: The 
n

x








 combinations can be found in a binomial coefficient table (Hinkle, Wiersma, 

& Jurs, 2003, p. 651).

Using the addition rule, the probability of a student getting 5 or more items correct is (.2460 
+ .2051 + .1172 + .0439 + .0097 + .0001) = .622. The answer is based on the sum of the probabil-
ities for getting 5 items correct plus the probabilities for 6, 7, 8, 9, and 10 items correct.

The combination formula yields an individual coefficient for taking x events, objects, or indi-
viduals from a group size n. Notice that these individual coefficients sum to the total number of 
possible combinations and are symmetrical across the binomial distribution. The binomial distri-
bution is symmetrical because P = Q = .50. When P does not equal Q, the binomial distribution 
will not be symmetrical. Determining the number of possible combinations and multiplying it by 
P and then by Q will yield the theoretical probability for a certain outcome. The individual out-
come probabilities should add to 1.0. A binomial distribution can be used to compare sample 
probabilities with theoretical population probabilities if

 a. there are only two outcomes, for example, success or failure;

 b. the process is repeated a fixed number of times;

 c. the replications are independent of each other;

 d. the probability of success in a group is a fixed value, P; and/or

 e. the number of successes x in group size n is of interest.
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Knowledge of the binomial distribution is helpful in conducting research and useful in practice. 
The binomial function in the R script file (chap5a.r) simulates binomial probability outcomes, 
where the number of replications, number of trials, and probability value can be input to observe 
various binomial probability outcomes. The R function can be replicated any number of times, but 
extreme values are not necessary to observe the shape of the distribution. The relative frequencies 
of successes (x) will be used to obtain the approximations of the binomial probabilities. The the-
oretical probabilities—mean and variance of the relative frequency distribution—and error will be 
computed and printed. Trying different values should allow you to observe the properties of the 
binomial distribution.

You should observe that the binomial distributions are skewed except for those with a prob-
ability of success equal to .50. If P > .50, the binomial distribution is skewed left; if P < .50, the 
binomial distribution is skewed right. The mean of a binomial distribution is n * P, and the vari-
ance is n * P * Q. The binomial distribution given by P(x in n) uses the combination probability 
formula—multiplication and addition rules of probability. The binomial function outputs a com-
parison of sample probabilities with expected theoretical population probabilities given the bino-
mial distribution. Start with the following variable values in the function:

> numTrials = 10
> numReplications = 500
> Probability = .50

The function should print out the following results:

> chap5a(numTrials, numReplications, Probability)

PROGRAM OUTPUT

Number of Replications = 500
Number of Trials = 10
Probability = 0.5

                Actual Prob.  Pop. Prob      Error
Successes = 10     0.000         0.001      -0.001
Successes = 9      0.014         0.010       0.004
Successes = 8      0.044         0.044       0.000
Successes = 7      0.144         0.117       0.027
Successes = 6      0.206         0.205       0.001
Successes = 5      0.250         0.246       0.004
Successes = 4      0.192         0.205      -0.013
Successes = 3      0.106         0.117      -0.011
Successes = 2      0.038         0.044      -0.006
Successes = 1      0.006         0.010      -0.004
Successes = 0      0.000         0.001      -0.001

Sample mean success = 4.86
Theoretical mean success = 5
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Sample variance = 2.441
Theoretical variance = 2.5

These results indicate actual probabilities that closely approximate the true population prob-
abilities, as noted by the small amount of difference (Error). The descriptive statistics, mean, and 
variance also indicate that sample mean and variance values are close approximations to the the-
oretical population values. In later chapters, we will learn how knowledge of the binomial distri-
bution is used in statistics and hypothesis testing.

Uniform Distribution

The uniform distribution is a set of numbers with equal frequency across the minimum and 
maximum values. The family types for the uniform distribution can also be calculated. For exam-
ple, given the uniform distribution, the different R functions for the family of uniform distributions 
would be dunif(), punif(), qunif(), or runif(). The R functions and parameter specifications are 
as follows:

dunif(x, min = 0, max = 1, log = FALSE)
punif(q, min = 0, max = 1, lower.tail = TRUE, log.p = FALSE)
qunif(p, min = 0, max = 1, lower.tail = TRUE, log.p = FALSE)
runif(n, min = 0, max = 1)

The parameters are defined as follows:

x, q Vector of quantiles

P Vector of probabilities

N Number of observations; if length(n) > 1, the length is taken 
to be the number required

min, max Lower and upper limits of the distribution; must be finite

log, log.p Logical; if TRUE, probabilities p are given as log(p)

lower.tail Logical; if TRUE (default), probabilities are P(X ≤ x), 
otherwise, P(X > x)

Each family type for the uniform distribution is run next with a brief explanation of results.

Probability Density Function of Uniform Distribution (dunif)

# dunif(x, min = 0, max = 1, log = FALSE)
> out = dunif(25, min = 0, max = 100)
> out
[1] 0.01
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The results indicate that for x = 25 and numbers from 0 to 100, the density is .01, or 1%, which it 
is for any number listed between 0 and 100.

Central Density Function of Uniform Distribution (punif)

# punif(q, min = 0, max = 1, lower.tail = TRUE, log.p = FALSE)
> out = punif(25, min = 0, max = 100)
> out
[1] .25

The central density function returns a value that indicates the percentile for the score in the spec-
ified uniform range (minimum to maximum). Given scores from 0 to 100, a score of 25 is at the 
25th percentile. Similarly, if you changed the score value to 50, then p = .50; if you changed  
the score to 75, p = .75; and so on.

Quantiles of Uniform Distribution (qunif)

# qunif(p, min = 0, max = 1, lower.tail = TRUE, log.p = FALSE)
> out = qunif(.25, min = 0, max = 100)
> out
[1] 25

The quantile function provides the score at the percentile, so specifying the 25th percentile 
(.25) for the uniform score range, 0 to 100, returns the score value of 25. Similarly, changing 
to the 50th percentile (.50) would return the score of 50 and for the 75th percentile (.75) a 
score of 75.

This is obviously the opposite or reverse operation of the punif function.

Random Samples From Uniform Distribution (runif)

# runif(n, min = 0, max =1)

> out = runif(100, min =0, max = 100)

> out

 [1] 94.632655 68.492497  2.692937 98.358134 77.889332 24.893746 74.354932

 [8] 57.411356 90.285205 50.102461 63.353739 46.640251 62.644004 97.082284

[15] 93.135579 64.210914 59.927144  5.616103  2.663518 11.678644 23.276759

[22] 75.818421 73.052291 47.706978 65.428699 41.795180 49.852117 52.377169

[29] 65.572710 43.436643 33.300152 87.189956 91.112259 92.621849 11.144048

[36] 35.358118 24.617452 15.238183 68.673094 76.500651 99.894234  1.085388

[43]  4.731420 30.666119 63.273506 92.029171 14.394401 28.718632 93.116036

[50] 19.064123 35.976356 82.335034 67.944665 34.220174 78.324919 48.405500

[57] 60.662242 74.024813 88.946688 75.620636 31.651819 77.462229 75.286610

[64] 18.056070 19.750348 70.685768 10.277177 52.396420 47.876609 79.345406
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[71] 22.632888 77.957625 59.774774 19.765961 52.908461 83.293337 29.119818

[78] 20.349387 16.253181 34.095846  6.697402 47.862945 60.338858 29.153045

[85]  3.070333 89.497876 32.761239 67.834647 77.408672 97.316590 55.387126

[92] 75.691257 24.723647 98.158398 61.029116 14.492436 30.917152  6.182239

[99] 77.982800 14.938247

The random uniform function returns a set of numbers (n) drawn randomly between the 
minimum and maximum interval (0–100). Since these numbers were drawn at random, they will 
be different each time the runif() function is executed. The summary() function returns the 
descriptive statistics. The minimum and maximum values are close to the ones specified, with the 
25th and 75th quartiles close to the score values 25 and 75, respectively. The mean and median 
values are higher than the expected value of 50 due to random sampling error.

> summary(out)

Min.  1st Qu. Median   Mean    3rd Qu.  Max.
1.085 24.850  54.150  51.840   75.990  99.890

These numbers could be output as whole numbers using the round() function, that is,

> out = round(runif(100, min = 0, max = 1))
> out
 [1] 51 38 55 21  58 17 18 65 40 94 41 43  3 42 87 15 61 62
[19] 96 81 22 59  88 46 54 25 30 14 90 87 33 95 47  9 76 78
[37] 59 59 54 12  62 52 25  1 39 89 97 90 53 93 67 31 68 61
[55] 89 65 58 13  61 69 53 64 47 29 46 36 44 72 46 86 90 21
[73] 77 22 10 97  78 28 65 12  2 14 35 44  9 99  9 63 82 57
[91]  2 32 13 18 100 50  2 39 31 58

Exponential Distribution

The exponential distribution is a skewed population distribution. In practice, it could represent 
how long a light bulb lasts, muscle strength over the length of a marathon, or other measures that 
decline over time. The family types for the exponential distribution have parameter specifications 
different from those for the binomial and uniform distributions. The rate specification parameter 
has an expected mean = 1/rate (Ahrens & Dieter, 1972). The family types have the same corre-
sponding prefix letter, which would be dexp(), pexp(), qexp(), or rexp(). The R functions and 
default parameter specifications are

dexp(x, rate = 1, log = FALSE)
pexp(q, rate = 1, lower.tail = TRUE, log.p = FALSE)
qexp(p, rate = 1, lower.tail = TRUE, log.p = FALSE)
rexp(n, rate = 1)
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The parameters are defined as follows:

x, q Vector of quantiles

p Vector of probabilities

n Number of observations; if length(n) > 1, the length is taken 
to be the number required

rate Vector of rates

log, log.p Logical; if TRUE, probabilities p are given as log(p)

lower.tail Logical; if TRUE (default), probabilities are P(X <_ x), 
otherwise, P(X > x)

Probability Density Function of Exponential Distribution (dexp)

# dexp(x, rate = 1, log = FALSE)
> out = dexp(10,1/5)
> out
[1] 0.02706706

Central Density Function of Exponential Distribution (pexp)

# pexp(q, rate = 1, lower.tail = TRUE, log.p = FALSE)
> out = pexp(10,1/5)
> out
[1] .8646647

Quantiles of Exponential Distribution (qexp)

# qexp(p, rate = 1, lower.tail = TRUE, log.p = FALSE)

> out = qexp(.5,1/4)
s> out
[1] 2.772589

> out = qexp(.5,1/2)
> out
[1] 1.386294

> out = qexp(.5,3/4)
> out
[1] .9241962

> out = qexp(.5,1)
> out
[1] .6931472

The set of printed outputs above illustrate the nature of the exponential distribution, that is, a declin-
ing mean (rate) from 1/4 to 1.0 for probability = .5.
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Random Samples From Exponential Distribution (rexp)

# rexp(n, rate = 1)
> out = rexp(100,1/4)
> out

 [1] 1.73219601 4.79446254  4.05993483  0.01993972 0.71048239  9.27332973
 [7] 0.09475147 0.30871046 18.67428167  4.54117962 0.20011834 12.10793260
[13] 6.71499044 4.39452344  3.41575969  0.62199891 1.99674704  5.62720221
[19] 7.68300392 2.54739105  0.01261893  0.83366385 0.64003242  2.77188435
[25] 7.36239492 2.19021500 11.12823335  4.91269828 0.09457513  9.09668340
[31] 8.68860153 4.08004465  0.01582165  0.99745539 6.22968806  4.65259742
[37] 3.69919861 2.86701042  2.04004912  1.52114971 2.70196299  1.58343604
[43] 1.43875399 4.62656192  0.85969632  8.56874815 0.03083349  4.23918701
[49] 7.08692575 3.83158464  6.06974040 15.72454008 3.25873445  3.17955369
[55] 2.96277823 0.27656749 18.88864346  2.17009741 2.89771483  0.19832493
[61] 1.97309666 9.79389141  3.02614917  0.73000261 0.82187165  1.64273408
[67] 1.60989941 1.48664650  5.97639396  6.61353025 4.73888451  5.78233026
[73] 7.25732945 2.67668794  6.19065313  1.22899983 3.93594436  0.90478376
[79] 1.37091390 2.15105686  1.64585406  3.11505961 0.16988907  1.61230988
[85] 1.30485435 0.65339027  2.73573552  4.44513769 1.39099021  4.27877563
[91] 3.93888001 2.52360336  2.85476127  2.54926806 3.23218544  1.13216361
[97] 3.19003494 0.35972108  0.87244059  3.79803757

These exponential data will change each time you run the R function due to random sampling. 
The hist() function graphs the exponential data. The theoretical exponential curve for these values 
can be displayed using the curve() function.

> hist(out)
> curve (dexp(x,1/4))

Normal Distribution

The normal distribution is used by many researchers when computing statistics in the social and 
behavioral sciences. The family types for the normal distribution can also be calculated. For exam-
ple, given the normal distribution, the different R functions for the family of normal distributions 
would be dnorm(), pnorm(), qnorm(), or rnorm(). The two key parameter specifications are for 
the mean and standard deviation. The default values are for the standard normal distribution 
(mean = 0 and sd = 1). The R functions and parameter specifications are

dnorm(x, mean = 0, sd = 1, log = FALSE)
pnorm(q, mean = 0, sd = 1, lower.tail = TRUE, log.p = FALSE)
qnorm(p, mean = 0, sd = 1, lower.tail = TRUE, log.p = FALSE)
rnorm(n, mean = 0, sd = 1)

©SAGE Publications



Chapter 5 Population Distributions–●–77

0

0

10

20

F
re

q
u

en
cy

Histogram of out

out

30

40

5 10 15 20

0

0.00

0.05

0.10

0.15

0.20

0.25

5
x

d
ex

p
(x

, 1
/4

)

10 15 20

©SAGE Publications



78–●–PART II STATISTICAL THEORY AND INFERENCE

The parameters are defined as follows:

x, q Vector of quantiles.

p Vector of probabilities

n Number of observations; if length(n) > 1, the length is taken 
to be the number required

Mean Vector of means

sd Vector of standard deviations

log, log.p logical; if TRUE, probabilities p are given as log(p).

lower.tail logical; if TRUE (default), probabilities are P(X ≤ x) 
otherwise, P(X > x).

Probability Density Function of Normal Distribution (dnorm)

# dnorm(x, mean = 0, sd = 1, log = FALSE)

> out = dnorm(100, mean = 0, sd = 1)
> out

[1] 0

The dnorm function yields 0 in a standardized normal distribution.

Central Density Function of Normal Distribution (pnorm)

# pnorm(q, mean = 0, sd = 1, lower.tail = TRUE, log.p = FALSE)
> out = pnorm(100, mean = 0, sd = 1)
> out
[1] 1

The pnorm function yields 1 in a standardized normal distribution.

Quantiles of Normal Distribution (qnorm)

# qnorm(p, mean = 0, sd = 1, lower.tail = TRUE, log.p = FALSE)
> out = qnorm (.25, mean = 0, sd = 1)
> out
[1] -.6744898

> out = qnorm (.5, mean = 0, sd = 1)
> out
[1] 0
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> out = qnorm (.75, mean = 0, sd = 1)
> out
[1] .6744898

The three qnorm functions illustrate that with p = .25, the one standard deviation below the mean 
is approximately -0.68, or 68%; with p = .50, mean = 0; and with p = .75, the one standard devi-
ation above the mean is approximately +0 .68, or 68%. The 25th and 75th quantiles therefore 
approximate the normal distribution percentages.

Random Samples From Normal Distribution (rnorm)

# rnorm(n, mean = 0, sd = 1)
> out = rnorm(1000, mean = 0, sd = 1)
> summary(out)

     Min.    1st Qu.    Median    Mean      3rd Qu.  Max.
-2.963000   -0.683600  -0.017690  -0.006792  0.689600  3.485000
> sd(out)

The rnorm function outputs 1,000 scores that approximate a normal distribution, which 
has mean = 0 and standard deviation = 1. The summary() function provides the descriptive 
statistics. The mean = -0.006792, which for all practical purposes is zero. The median = 
-.017690, which again can be considered close to zero. A normal distribution has a mean 
and median equal to zero. The sd() function yields a value of 1.026045, which is close to 
the expected value of 1.0 for the normal distribution of scores. Increasing the sample size 
will yield an even closer estimation to the mean = 0 and standard deviation = 1 values in 
the standard normal distribution and should range from +3 to -3 (the minimum and maxi-
mum score values, respectively). Finally, the hist() function provides a frequency distribution 
display of the randomly sampled 1,000 score values that approximates a normal bell-shaped 
curve.

> hist(out)

The binomial and normal distributions are used most often by social science researchers 
because they cover most of the variable types used in conducting statistical tests. Also, for P = .50 
and large sample sizes, the binomial distribution approximates the normal distribution. Conse-
quently, the mean of a binomial distribution is equal to n * P, with variance equal to n * P * Q. 
A standardized score (z score), which forms the basis for the normal distribution, can be com-
puted from dichotomous data in a binomial distribution as follows:

z
x nP

nPQ
=

−
,

where x is the score, nP the mean, and nPQ the variance.
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A frequency distribution of standard scores (z scores) has a mean of 0 and a standard devi-
ation of 1. The z scores typically range in value from -3.0 to +3.0 in a symmetrical normal dis-
tribution. A graph of the binomial distribution, given P = Q and a large sample size, will be 
symmetrical and appear normally distributed.
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TIP

	Use q = rbinom(100, 10, .5) to randomly sample binomial distribution (n = 100 numbers, 
size = 1 to 10, with probability = .5).

	Use j = runif(100, min = 0, max = 100) to sample from a uniform distributions numbers 
between 0 and 100.

	Use h = rexp(100, 1) to randomly sample 100 numbers from the exponential distribution.

	Use x = rnorm(100, 20, 5) to randomly sample 100 scores from a normal distribution with 
mean = 20 and standard deviation= 5.

	Use hist() to display results for any of the q, j, h, or x variables above.

	Use curve() to draw a smooth line in the graph.

	Use summary() to obtain basic summary statistics.
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●  POPULATION TYPE VERSUS SAMPLING DISTRIBUTION

The central limit theorem can be shown graphically, that is, by showing a nonnormal skewed distribu-
tion of sample data that becomes normally distributed when displaying the frequency distribution of 
sample means. Increasing the sample size when computing the sample means also illustrates how the 
frequency distribution of sample means becomes more normally distributed as sample size increases.

To illustrate, the central limit theorem function in the R script file (chap5b.r) creates popula-
tion distributions of various shapes, takes random samples of a given size, calculates the sample 
means, and then graphs the frequency distribution of the sample means. It visually shows that 
regardless of the shape of the population, the sampling distribution of the means is approximately 
normally distributed. The random samples are taken from one of four different population types: 
uniform, normal, exponential, or bimodal (distType = “Uniform” # Uniform, Normal, Exponential, 
Bimodal). The sample size for each sample mean (SampleSize = 50) and the number of random 
samples to form the frequency distribution of the sample means (NumReplications = 250) are 
required as input values for the function. Change distType = “Uniform” to one of the other distri-
bution types, for example, distType = “Normal”, to obtain the population distribution and the 
resulting sample distribution of means for that distribution.

You only need to specify the sample size, number of replications, and distribution type, then 
run the function.

> SampleSize = 50
> NumReplications = 250
> distType = “Uniform” # Uniform, Normal, Exponential, Bimodal
> chap5a(SampleSize, NumReplications, distType)

Note: The distType variable is a character string, hence the quotation marks.

PROGRAM OUTPUT

                     Inputvalues
Sample Size              50
Number of Replications   250
Distribution Type    Uniform
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Sampling Distribution of the Means
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For the same sample size and number of replications but a normal distribution,

> SampleSize = 50
> NumReplications = 250
> distType = “Normal” # Uniform, Normal, Exponential, Bimodal

PROGRAM OUTPUT
                  Inputvalues
Sample Size              50
Number of Replications   250
Distribution Type    Normal
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Sampling Distribution of the Means

Means

F
re

q
u

en
cy

 o
f 

m
ea

n
s

0.8 0.9 1.0 1.1 1.2

0

20

60

100

Population Distribution (Normal Distribution)

Means

F
re

q
u

en
cy

−0.5 0.0 0.5 1.0 1.5 2.0 2.5

0

500

1000

Sampling Distribution of the Means

Means

F
re

q
u

en
cy

 o
f 

m
ea

n
s

0.8 1.0 1.2 1.4

0

10

20

30

40

Population Distribution (Exponential Distribution)

Means

F
re

q
u

en
cy

0 2 4 6 8 10

0

400

800

1200

For the same sample size and number of replications but an exponential distribution,

> SampleSize = 50
> NumReplications = 250
> distType = “Exponential” # Uniform, Normal, Exponential, Bimodal

PROGRAM OUTPUT
                    Inputvalues
Sample Size              50
Number of Replications   250
Distribution Type   Exponential
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For the same sample size and number of replications but a bimodal distribution,

> SampleSize = 50
> NumReplications = 250
> distType = “Bimodal” # Uniform, Normal, Exponential, Bimodal

PROGRAM OUTPUT

                Inputvalues
Sample Size              50
Number of Replications   250
Distribution Type    Bimodal
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Sampling Distribution of the Means
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The uniform (rectangular), exponential (skewed), and bimodal (two distributions) are easily 
recognized as not being normally distributed. The central limit theorem function outputs a histo-
gram of each population type along with the resulting sampling distribution of the means, which 
clearly shows the difference in the frequency distributions. The sampling distribution of the means 
for each population type is approximately normally distributed, which supports the central limit 
theorem.

To show even more clearly that the central limit theorem holds, one need only increase the 
number of replications from 250 to 1,000 or more for each of the distribution types. For example, 
the sampling distribution of the means for the exponential population distribution will become even 
more normally distributed as the number of replications (number of sample means drawn) is 
increased. Figure 5.1 shows the two frequency distributions that illustrate the effect of increasing 
the number of replications. We can also increase the sample size used to compute each sample 
mean. Figure 5.2 shows the two frequency distributions that illustrate the effect of increasing the 
sample size from 50 to 100 for each sample mean. The sampling distribution of the means with 
increased sample size is also more normally distributed, further supporting the central limit theorem.

PROGRAM OUTPUT

                    Inputvalues
Sample Size              50
Number of Replications  1000
Distribution Type    Exponential

PROGRAM OUTPUT

                   Inputvalues
Sample Size             100
Number of Replications  1000
Distribution Type   Exponential
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Sampling Distribution of the Means

Means

F
re

q
u

en
cy

 o
f 

m
ea

n
s

0.6 0.8 1.0 1.2 1.4

0

50

100

150

Population Distribution (Exponential Distribution)

Means

F
re

q
u

en
cy

0 2 4 6 8 10 12

0

2000

4000

Figure 5.1  Sampling Distribution of Means: Number of Replications  
(n = 1,000) and Sample Size (n = 50)
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Figure 5.2  Sampling Distribution of Means: Number of Replications  
(n = 1,000) and Sample Size (n = 100)
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SUMMARY

The central limit theorem plays an important role in statistics because it gives us confidence that 
regardless of the shape of the population distribution of data, the sampling distribution of our 
statistic will be normally distributed. The sampling distributions are used with different types of 
statistics to determine the probability of obtaining the sample statistic. The hypothesis-testing steps 
covered in the later chapters of the book will illustrate this process of comparing a sample statis-
tic with a value obtained from the sampling distribution, which appears in a statistics table for 
given levels of probability. This is how a researcher determines if the sample statistic is significant 
beyond a chance level of probability.

When the number of replications and the size of each sample increases, the sampling distribu-
tion becomes more normally distributed. The sampling distribution of a statistic provides the basis 
for creating our statistical formula used in hypothesis testing. We will explore in subsequent chapters 
how the central limit theorem and the sampling distribution of a statistic are used in creating a sta-
tistical formula and provide a basis for interpreting a probability outcome when hypothesis testing.
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TIP

	Use par() to set the graphical display parameters, for example, two frequency distribu-
tions can be printed.

	Use hist() to display a histogram of the frequency distribution of data.

	Use args() to display arguments of functions.

	You can right-click the mouse on a graph, then select Save to Clipboard.

	The central limit theorem supports a normal distribution of sample means regardless of 
the shape of the population distribution.

	Four desirable properties of a sample statistic (sample estimate of a population parame-
ter) are unbias, efficient, consistent, and sufficient.
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EXERCISES

1. Define the central limit theorem.

2. Explain why the standard deviation is a better measure of dispersion than the range.

3. What percentage of scores fall within ±1 standard deviation from the mean in a normal  
distribution?

4. What theorem applies when data have a skewed or leptokurtic distribution?

5. Describe the shape of a uniform population distribution in a few words.

6. Describe the shape of an exponential distribution in a single word.

7. Describe the shape of a bimodal distribution in a few words.

8. What are the four desirable properties of a sample statistic used to estimate the population 
parameter?

TRUE OR FALSE QUESTIONS

T      F      a. The range is calculated as the largest minus smallest data value.

T      F      b. An estimate of the population standard deviation could be the sample range of 
data divided by 6.

T      F      c. As the sample size increases, the sample distribution becomes normal.

T      F      d. The sampling distribution of the mean is more normally distributed as the sample 
size increases, no matter what the original population distribution type.

T      F      e. Populations with two exclusive categories are called dichotomous populations.

T      F      f. We expect a mean of 50, given a random sample of data from a uniform distri-
bution of 100 numbers between 0 and 100.

T      F      g. Sample statistics can be computed for binomial and exponential distributions.

WEB RESOURCES

Chapter R script files are available at http://www.sagepub.com/schumacker

Binomial Function R script file: chap5a.r

Central Limit Theorem Function R script file: chap5b.r
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